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The problem

Find numEvalseigenvalue$ ; and correspondingigenvectors;”

A% =1;%: 1= 1:numEvals

Ais large, sparse, symmetric
N=0O(1¢° 10
Applications: materials, structural, data mining, SMICD, ...
QCD
Accelerate linear systems with multiple right hand sides

Low rank approximation of matrices

Only possible through iterative methods
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Power method: the fundamental iterative method

Given initial guessy, the iteration

fori=1;2;:::
t=Av
Vi:t:ktk

converges to the largest modulus eigenpfain XN), 1.€.,

AiVO : I~N 1
: I XN, Wwith rate
KAk N

I'n

+ Requires only matrix-vector multiplications
Only for largest eigenpair
Slow!
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Krylov methods: the prevailing technique

Krylov space consists of the span of all power iterates:
Kmv = span VAV A% AT Ly
= fp(A)v: 8p polynomial of degree mg

ComputeV an orthonormal basis fdf ., (for numerical stability)
Compute approximations througtayleigh-Ritz:

X;= Vy: where VTAVY = |y
Arnoldi: the above process for non-symmetric matrices

Lanczos:a special case of Arnoldi for symmetric matrices
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Krylov methods: the prevailing technique

Kmy = span VAVAY, : A™ v
f p(A)v: 8p polynomial of degree mg

+ Approximating extreme eigenpairs

+ Converges trivially inN steps

+ Optimal approximations over all polynomials
Convergence rate depends on relative separation of elgesva
Slow for clustered eigenvalues and large sizes
O(NnY) orthogonalization cos®(mN) storage




Krylov ideal for linear systems

AX=Db

Conjugate Gradient (CG) uses3agerm recurrencto buildK ,,, andupdate the
approximate solution.

O(Nm) cost andO(3N) storage
minimizeskerrork, at every step

PreconditioningvithM A lalsoeasyM Ax= M b (PCG)
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Krylov ideal for linear systems

AX=Db

Conjugate Gradient (CG) uses3agerm recurrencto buildK ,,, andupdate the
approximate solution.

O(Nm) cost andO(3N) storage
minimizeskerrork, at every step

PreconditioningvithM A lalsoeasyM Ax= M b (PCG)

Note: The action oM ! could be an iterative method itself
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Lanczos problems

Lanczos 3-term recurrence still requit@8Nm) storage
Unlike CG,orthogonality is importanin Lanczos

+

Restarting to limit the basis size destroys optimality
Preconditioning is not obvious/{ *Ax= 1M xnot an eigenproblem)

Goal: Use PCG to derive nearly optimal eigenmethods with sma#dseb
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Generalized Davidson:Eigenvalue Preconditioning

Letr = Ax | xthe residual of an approximate eigenpéirx)
Arnoldi/Lanczos: expand basisbyr.

Generalized Davidson: expands by the preconditioned

Generalized Davidson

repeat
V=[V: M ] append preconditioned residual
V AVy= 1y, x=Vy Rayleigh Ritz
X = X=Kxk normalize
r=Ax Ix new residual
untilkrk < e

No 3-term recurrence, more expensive step, but much fasteeoyence
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Inverse iteration (inverse power method)

Given initial guess/, the iteration

fori=1;2;:::
t=(A sl) v
Vi:t:ktk

converges to the eigenpair closessto

+ The closess is tol  the faster the outer convergence rﬁ#eis
k 1

A direct factorization ofA may be prohibitive
An iterative method for the linear system may take long toveoge
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Rayleigh Quotient Iteration

Given initial guessp:

fori=1;2;:::
t=(A sl) v
Vi:t:ktk

s=V AV 1

All the characteristics of Inverse Iteration but also:

+ converges to the eigenpambically!!
If vo not close to the required eigenvector it may misconverge
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Rayleigh Quotient Iteration

Given initial guessp:

fori=1;2;:::
t=(A sl) v
Vi:t:ktk

s=V AV 1

All the characteristics of Inverse Iteration but also:

+ converges to the eigenpambically!!
If vo not close to the required eigenvector it may misconverge

=
Eigenproblem: constrained minimization of Rayleigh geotl = XXT'A)‘(X

RQI equivalent to Newton on the unit-sphere manifold
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Inexact RQI, Newton, and Jacobi-Davidson

(A sht=v; 1 mustbe solvedccurately enougfor RQI to converge

However,inexact (truncated) Newton does not require high accuracy

Newton: X.1=% Hesgx) N(x) computes correction
RQI: Xie1=(A sl) x updates approximatic

+

iInexact RQI not exactly inexact Newton!

n
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Inexact RQI, Newton, and Jacobi-Davidson

(A sht=v; 1 mustbe solvedjuite accuratelyor RQI to converge

However,inexact (truncated) Newton does not require high accuracy

Newton: X+1=X Hesgx) 1N(Xi)
RQI: Xr1=(A sl) x

computes correction
updates approximatian

+

iInexact RQI not exactly inexact Newton!

NoteN(x)= r= (Ax

| X) the residual ofl ;X). Thus the correctiod to x:

Jacobi-Davidson: (I

xx')(A hl)(I xx")d=r computes correction

JD,

Inexact (truncated) Newtor

—




Equivalence in the general case

LetM A sl apreconditioner
Both GD/JD solve approximately the correction equation:

Generalized Davidson as= M 1r
Jacobi Davidson ag= M 3. r

Both GD/JD not single vector iterations, they build a space!

GD, JD()  subspace-accelerated inexact Newton
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A different view: Quasi-Newtonapproaches

Mild non-linearity:

Nonlinear CG is competitive [Bradbury & Fletcher, '66, Others]
Better: locally optimal LOBPCG [D'yakonov '83, Knyazev, '91, '01]

Xi+1 = RayleighRitz x 1; xi; M r;
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A different view: Quasi-Newtonapproaches

Mild non-linearity:

Nonlinear CG is competitive [Bradbury & Fletcher, '66, Others]
Better: locally optimal LOBPCG [D'yakonov '83, Knyazev, '91, '01]

Xi+1 = RayleighRitz x 1; xi; M r;

Subspace acceleration and recurrence restarting in GElurray et al.
GD(k,m)+1: Restart withix; 1; x';:::;xK] [AS '98,

Direct analogy to limited memory gquasi Newton methods:

, ' 92]

'99]

GD+1 accelerates LOBCP{  Broyden accelerates Nonlinear C

G
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So what is optimal? Work unit: Matrix-Vector

A
RQI
Newton
inner iteration:
2]
>
=
© o
O
Llanczos
QMRopt

Optimal: Unrestarted Lanczos or QMRopt, OMR solv(Ag INI)x: 0




So what is optimal? Work unit: Matrix-Vector

A Inexact ROI
Jacobi-Davidson RQI
Truncated Newton Newto!
inner iteratio?s
2]
>
=
e
O
|_
Llanczos
QMRopt
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So what is optimal? Work unit: Matrix-Vector

A Inexact ROI
IRA (Mm=2) Jacobi-Davidson RQI
Steepest Descent Truncated Newton New
inner iteration:
2
=
=
g
o
|_
Lanczos
QMRopt
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So what is optimal? Work unit: Matrix-Vector

A Inexact RQI
IRA (m=2) Jacobi-Davidson RQI
Steepest Descent Truncated Newton New
inner iteration:
n
>
=
g
o
|_
*
Lanczos
QMRopt memory
=
Nonlinear CG
DACG
LOBPCG




So what is optimal? Work unit: Matrix-Vector

A Inexact RQI
IRA (Mm=2) Jacobi-Davidson RQI
Steepest Descent Truncated Newton New

Inner iteration:

0
=
=
g
O
|_
Lanczos
QMRopt memory
=
Nonlinear CG Limited memory quasi Newton
DACG Generalized-Davidson+1(m)

LOBPCG
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So what is optimal? Work unit: Matrix-Vector

A

Inexact RO
IRA (Mm=2) Jacobi-Davidson RQI
Steepest Descent Truncated Newton New

Inner iteration:

2 All these methods can be implemented
= as JD with different parameters
g
@
|_
Lanczos
QMRopt memory
=
Nonlinear CG Limited memory quasi Newton
DACG Generalized-Davidson+1(m)

LOBPCG




Stopping the inner JD iteration (Notay 02)

(1 xx")A hD(l xxd=r
kreigerkzz KrLineark?=f + kgkk2

0 Inverse iteration residual
) Eigenvalue residual vs linear system residual
10
Inner iteration run to convergence
10° | eigenvalue residual linear system residual |
10° | .
10° t -
107° + .
0 50 100 150 200

Matrix vector products
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Our JIDOQMR extension to JDCG

Based on symmetric QMR-reund & Nachtigal 94vith right preconditioning

JDOMR new features

1. Can use inde nite preconditioners
2. Works for interior eigenpairs

3. Residual convergence smooth

4. Better stopping criteria

JDOQMR improves robustness and ef ciency

[ 25 ]



[ 26 ]

JDQMR reduces wasted iterations

BCSSTKO09 Jacohi-Davidson with jmin=8, jmax=15, residual tolerance 1e-10.

SQMR on (A-| 1 Dx=0

JDgmr with dynamic stopping criterion

A0k

-12 | | | |
0 50 100 150 200
Matrix vector products

BCSSTK09 JDgmr with dynamic stopping criterion

10° ‘ ‘ ‘ ‘

Eigenvalue and linear system

residuals very close
10°

78 \80
10°
10°
10-10 |
0 20 40 60 80
Matrix-vector products

100
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One eigenvalue with preconditioning

NASASRB:

Note the plataus

NASASRB: Matvecs of preconditioned methods

| | | | | |

10* -

10° .
E
S 10 -
©
oD
S
(2]
()]
x

10 QMRopt .

GDfull
_\.
\¢
107 | \
\,_GD+1
JDQMR\ JDCG
10'6 1 1 1 1 1 1 1
0 50 100 150 200 250 300 350
Matvecs

400




Sample runs GD+k: minMatvecs JDQMR: minTime

1 smallest eigenvalue & for large matrices

Matvecs for 1 smallest eval Time in seconds for 1 smallest eval
4500 I T 250 16000
Bl GD+1 ] GD+1
4000 [ JDgmr ] JDgmr 14000}
[ BLOPEX [ BLOPEX
ss00({ [l ARPACK 1 “P/| Il ARPACK 12000}

3000}

5ol | 10000}

2500}
8000

2000

100} 1 eo000f

1500
1000k 4000
50

50

(=)

il I "Rl

IM ILUT(4,0) 1M no prec 10M no prec 1M ILUT(4,0) 1M o prec 10M no prec
Dimension of Laplacian

ARPACK for 1M: 525 Matvecs, 220 seconds
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What is optimal for many eigenvalues?

Red: QMRopt (exact eigenvalues as shifts)

Black: JDQMR nearly optimal
Blue: subspace accelerated GD+1 better than optimal ?

494BUS Residual convergence versus matvecs:

Black: JIDgmr, Red: JDgmr with exact eigenvalue shifts, Blue: JD+1
T T T

>

&

<

X< > X<

k

e

S

T
X

-12

100 150

Matrix vector multiplications

250




JD: projecting the locked vectorsX 6 projecting the Ritz vector x

(1 XX (A hDK T I X(XTK IX) IXTKt t=

Left projection Skew Right projection
+ +
needed for de niteness IS It needed?

Orthogonalization requirements dominate hi@v , so

Solve: o
(A hl) t= r ; w/opreconditioning

(I XXD)(A hhHK tt= r ; with preconditioning

Other choices IDQMR-(Left,Skew,Right) (111), (000), (100},1), (100)
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Matvecs
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Scaling numEvals

no preconditioner

Laplace 7point, 125K, Tol=1e-15

N
T

o

Number of smallest eigenvalues found

JDOQMR-000 fastest among all PRIMME variants and ARPACK

x10* Matrix: Lap7pt125K tol = 1E-15
—H-arpack J
—%—GD+2
1—¢—jdgmr000
jdgmr100
~-jdgmro11 o
jdbsym .
9
@
o 7
/ !
7.
%
« ,,/ -
g ==
DE I ! ! ! | | | ‘ ‘
0 10 20 30 40 50 60 70 8 90

100

Time in seconds

2000

1500

1000

500

tol = 1E-15

Matrix: Lap7pt125K

—Harpack

| —k— GD+2

—*—]dgmr000
jdgmr100

——jdgmr011
jdbsym

10 20

30

40

50

60

70

80

Number of smallest eigenvalues found

90
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Scaling numEvals

no preconditioner

cfdl, 70K, 26 nonzeros/row Tol =1e-15

x 10° Matrix: cfdl tol = 1E-15

251 -3~ arpack
—%—GD+2
—%—|dgmr000
ol jdgmr100
~-jdgmr011
jdbsym

=
o1
T

Matvecs

[EEN
T

0.5r (?¢¢%%;

1 1 1 1 1 1 1 1
0O 10 20 30 40 5 60 70 80 90 100
Number of smallest eigenvalues found

Time in seconds

18000

16000

14000

12000

10000}

8000

6000

4000

2000

Matrix: cfdl  tol = 1E-15

—H—arpack
—%—GD+2
—<—]dgmr000
jdgmr100
—-—jdgmr011
jdbsym

- 1 1 1 1 1 1 1
10 20 3 40 50 60 70 80
Number of smallest eigenvalues found

ARPACK eventuallybetter forlarge numEvalsanddenser matrices

90

[ 32 ]

100



Matvec ratio
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Scaling numEvals

no preconditioner

Ratio: ARPACK / JDQMR-000 for 8 matrices

Matvec ratio ARPACK/JDQMR-000, tol = 1E-15

T T

051

0.1r

0.05F

1 i

T

—%—Cone_A
—x<— Andrews
cfdl

—t— Plate33K_A0)|

—+finan512
Lap7ptl5K

~— Lap7pt125K
torsionl

5 10

I
50 100

Number of smallest eigenvalues found

JDQMR-000 faster fonumEvals <

Time ratio ARPACK/JDQMR-000, tol = 1E-15

4k —*—Cone_A
—x— Andrews
cfdl
3.5¢ —— Plate33K_A0T]
—t+finan512
3L Lap7ptl5K |
—&— Lap7pt125K
torsionl
O 25+ .
g
X
GE’ ot i
=
15+ .
1t ]
0.5F %
—K
O I i L L L Il i
5 10 50 100

Number of smallest eigenvalues found

10 Asymptotically depends on sparsity




Precond/Matvecs

[ 34 ]

Scaling numEvals ILUT(80,1e-4)

cfdl 70K, Tol =1e-15

Matrix: cfdl  tol = 1E-15 Matrix: cfdl  tol = 1E-15
—H-arpack D —H—arpack
120001 % GD+1 T as00l] K GD+1
jdgmr100 jJdgmr100
| ~©-jdgmr011 A ——jdgmr011
-5~ jdgmr111 30001 &5 jdgmr111 i
jdbsym " jdbsym
8000} S 25001 l
S
()
" 2000F :
6000 -GEJ
£ 1500} -
|_
4000+
1000 :
2000’ 500, 7
0]&{ 1 1 1 1 1 1 1 1 1 O* 1 1 1 1 1 1 1 1 1
0 10 20 30 40 5 60 70 80 90 100 0 10 20 30 40 5 60 70 8 90 100
Number of smallest eigenvalues found Number of smallest eigenvalues found

Q-projectors have no effect convergence of JDOMR




Precond/Matvecs
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Scaling numEvals ILUT(20,1e-6)

Laplace 7point, 125K, Tol=1e-15

Matrix: Lap7pt125K  tol = 1E-15 Matrix: Lap7pt125K tol = 1E-15
—H-arpack —H—arpack
7000 —k—GD+1 1600 —— GD+1 ]
jdgmr100 jdgmr100
so0oll & 1dgmr011 14001 —<—jdgmr011
- jdgmr111 ~—jdgmrill
jdbsym » 12007 jdbsym y
5000 S
c
S 1000}
4000 3
c
] - 800f
30001 £
F 600}
2000
400
1000 200f
0&‘%*/\/ 1 1 1 1 1 1 1 1 1 O%‘% | | | | 1 1 1 1
0 10 20 30 40 5 60 70 8 9 100 0O 10 20 30 40 50 60 70 8 90 100
Number of smallest eigenvalues found Number of smallest eigenvalues found

Expensive preconditiongr fewer MVs means faster (GD+1)




Software availability

PRIMME: PReconditionedterativeMultiMethodEigensolver

with my Ph.D. student J.R. McCombs

Full set of defaults for non expert users

Full customizability for expert users

Near optimality through GD+k and JDQMR
Over 12 methods accessible through PRIMME.
Parallel, high performance implementation

C and Fortran interfaces, Matlab interface soon.

Download: www.cs.wm.edu/ andreas
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Minimal interface — End user

#include "primme.h"

primme_params primme;
primme_Initialize(&primme);

primme.n = n;
primme.numEvals = 20;

primme.matrixMatvec = MV(X,Y,K)
primme.applyPreconditioner = PR(X,y,k)

primme_set_method(method, &primme);

lerr = dprimme(evals, evecs, rnorms, &primme);
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Minimal interface — End user

#include "primme.h"

primme_params primme;
primme_Initialize(&primme);

primme.n = n;
primme.numEvals = 20;

primme.matrixMatvec

The matrix and its size have been re
Number of needed eigenvalues,
smallest by default

= MV(X,y,Kk)

primme.applyPreconditioner = PR(X,y,k)

primme_set_method(method, &primme);

lerr = dprimme(evals, evecs, rnorms, &primme);

ad.



[ 39 ]

Minimal interface — End user

#include "primme.h"

primme_params primme;
primme_Initialize(&primme);

primme.n = n;
primme.numEvals = 20;

primme.matrixMatvec = MV(X,y,Kk)
primme.applyPreconditioner = PR(X,Y,K)

primme_set_method(method, &primme);

Pointers to functions for
block matrix-vectors, and
block precondition-vectors

\ 2

lerr = dprimme(evals, evecs, rnorms, &primme);
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Minimal interface — End user

#include "primme.h"

primme_params primme;
primme_ Initialize(&primme);

primme.n = n;
primme.numEvals = 20;

primme.matrixMatvec = MV(X,Y,K)
primme.applyPreconditioner = PR(X,Y,k)

primmeset _method(method, &primme);

CHOICES:

DYNAMIC

DEFAULT _MIN _TIME
DEFAULT_MIN _MATVECS
Arnoldi

GD

GD_plusk

GD_OlsenplusK
JD_OlsenpluskK

RQOI

JDOR

JDOMR

JDQMR ETol
SUBSPACEITERATION
LOBPCG.OrthoBasis
LOBPCG OrthoBasiswWindow

lerr = dprimme(evals, evecs, rnorms, &primme);
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The full interface — Advanced user

#include "primme.h"
primme_params primme;

primme.
outputFile = stdout
printLevel =5
numEvals = 10
aNorm = 1.0
eps = 1.0e-12
maxBasisSize = 15
minRestartSize =7
maxBlockSize =1
maxOuterlterations = 10000
maxMatvecs = 300000
target = primme_smallest
numTargetShifts =0
targetShifts = 1.0 2.0
locking =1
InitSize =0
numOrthoConst = 0;

lerr = dprimme(evals, evecs, rnorms, &primme);

iseed = -1
restarting.scheme = primme_thick
restarting.maxPrevRetain =1
correction.precondition
correction.robustShifts
correction.maxInnerlterations = -1
correction.relTolBase =15
correction.convTest = adaptive_ETolerance
correction.projectors.LeftQ =1
correction.projectors.LeftX =1
correction.projectors.RightQ = 0
correction.projectors.SkewQ = 0
correction.projectors.RightX = 1

=1
=1

correction.projectors.SkewX =1
matrixMatvec = MV(x,y,k)
applyPreconditioner = PR(x,y,k)
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Minimal Fortran interface

include 'primme_f77.h'
integer primme

call
call
call
call
call
call
call

primme_initialize_f77(primme)

primme_set member_f77(primme, PRIMMEF77_n, n)

primme_set member_f77(primme, PRIMMEF77 _numEval20)
primme_set_member_ f77(primme, PRIMMEF77_matrixMe&ec, MV)
primme_set member_f77(primme, PRIMMEF77_applyPmnditioner,PR)
primme_set _method f77(primme, method, bytesNeeded)
dprimme_f77(evals, evecs, rnorms, primme, ierr)

Similarto C

#include "primme.h"

primme_params primme;
primme_Initialize(&primme);

primme.n = n;

primme.numEvals = 20;

primme.matrixMatvec = MV,
primme.applyPreconditioner = PR,

primme_set _method(method, &primme);

lerr = dprimme(evals, evecs, rnorms, &primme);




In QCD we solve a sequence of linear systems

Can we use these Krylov spaces to
1. obtain eigenpairs?

2. use these eigenpairs to de ate and thus accelerate sidrgexystems?

For restarted GMRES&(), the variant GMRESDRY) , [IRA(m)
GMRESDR computes eigenvalues while solving the system
GMRES expensive per iteration

Restarting slows convergence for linear system AND eigetiove

Can we be more effective on CG/Lanczos?
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Our recent work (with K. Orginos)

Small window ofmvectorsV, keeps track of the smallesév< m eigenvectors
V is expanded by the CG residuals
Whenmvectors inV, restart it as in GDhevm) + nev

CG iterates unaffected

Records the Lanczos vector contributions to eigenvectors
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Does it nd eigenvalues accurately?

. Convergence of lowest eigenresidual with different (nev,m)
lO E\ T T T T T T T

4l - eigCG(1,3)
|- - —eigCG(3,9) ,
| o eigCG(3,40) R
10° eigCG(8,17)
| —eigCG(8,20)

| ——eigCG(8,40)

s|| -+ unrestarted Lanczos

0 200 400 600 800 1000 1200 1400
CG iterations

Norm of lowest eigenvalue residual
H
(@)

1600
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Does this nd eigenvalues accurately? |dentical to Lanczos

. Residual convergence of 8 smallest eigenpairs with eigCG(8,20)
10 E T T T T T T T ]

Eigenresidual Norm

=
o
A

-
o
&

10' 1 1 1 1 1 1 1
0 200 400 600 800 1000 1200 1400 1600
CG iterations
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Incrementally improving accuracy and number of eigenvalus

Use the CG iterations fd¢ subsequent RHS to improt

Incremental eigCG

U=[];L=]] /[ accumulated eigenpairs

fori=1:k
Xo= UL UMb // the init-CG part
[%:V:M]=eigCGheyvm A;Xo;b)  // eigCG with initial guessg
[U; L] = RayleighRitz[U;V]);

end

Typical values:
k=100 k= 12 24 nev= 10 m= 40




Convergence improves after every new CG

| |
1000 1500

CG iteration

|
o) 500
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A realistic experimental case

Lattice parameters:

2 avor Wilson fermions

Lattice spacin@s= 0:1fm(spatial)
anisotropic:a; = ag=3

pion mass ( 350-400 MeV )

Two lattice sizes:

16° 64 for a matrix dimension of 3.1 million
24° 64 for a matrix dimension of 10.6 million

Currently running usingchroma at Jefferson Lab
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Case: 3.1 million

Case: 167 16~ 16~ 64 12

O O .mpl— <3 O Original CG
3000+ O | > Init-CG with 240 evecs
I
2500} @
| sea quark mass
| OO |
| |
2000} | O |
S | |
% | d>
| | Q
| |
B O
1000 : : O -
* I I
KRk ok *k * % ok Kk
O | | | | | | |
-0.425 -0.42 -0.415 -0.41 -0.405 -0.4

Quark mass




Case: 10.6 million

Case: 24" 24 24° 64 12

- O Original CG
5000} > init-CG with 240 evecs
mL<3
| p
|
4000¢ !
: sea quark mass
| |
3 | |
o 3000¢f |
= | &
= : |
' [
2000+ O
| | ®
' [
| | O
1000} | | © 0o
| % |
: * * %
O | ] | ] ] ]
-0.42 -0.415 -0.41 -0.405 -0.4

Quark mass
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Conclusions

JDQMR, subspace accelerated inexact (truncated) Newton
GD+1 $ subspace accelerated quasi Newton
Near optimal for just a few eigenpairs

Cheaper projectors possible with IDQMR for many eigenvalues

PRIMME a state of the art eigensolver

Our recent research promising for optimal, limited memoggrsolver
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